Notice that I set my prompt to my database name.  Something we learned about in an earlier blog on DBA “Poka-Yoke”
07:11:39 orcl> 

07:11:40 orcl>

Setting autotrace to display access path and workload information (exp stat) and suppress the display of rows being returned (traceonly).  Remember we are using hard coded values in our WHERE clause to make our testing easier but in real-world performance tuning, we may have to use bind variables.   That isn’t a problem because in an upcoming blog, I’ll show you how to use PL/SQL blocks to send values to bind variables for testing.

If I were doing this to evaluate performance, I would also execute the “set timing on” command in SQL*PLUS.
07:11:41 orcl> set autotrace traceonly exp stat

07:11:49 orcl> 

07:11:50 orcl> 

Executing a statement that joins two tables together

07:11:50 orcl> select employee_id, a.department_id, b.department_name from

07:12:01   2  hr.departments b,  hr.employees a

07:12:01   3  where a.department_id = b.department_id;

106 rows selected.

Access path information displayed below.       
Rows from the DEPARTMENTS table are retrieved using a full table scan.  
Rows from the EMPLOYEES table are retrieved using a full table scan.  
The hash join operation is used to join the tables together. The optimizer uses the smaller of two tables or data sources to build a hash table on the join key in memory. It then scans the larger table, probing the hash table to find the joined rows.
Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=5 Card=106 Bytes=201                                                              

          4)                                                                                                                        

   1    0   HASH JOIN (Cost=5 Card=106 Bytes=2014)                                                                                  

   2    1     TABLE ACCESS (FULL) OF 'DEPARTMENTS' (Cost=2 Card=27 Byt                                                              

          es=378)                                                                                                                   

   3    1     TABLE ACCESS (FULL) OF 'EMPLOYEES' (Cost=2 Card=107 Byte                                                              

          s=535)                                                                                                                    

Performance statistics information. A brief description of these values can be found at Tom Kyte’s website: 

http://asktom.oracle.com/pls/asktom/f?p=100:11:0::::P11_QUESTION_ID:4783147586098

There will be times that I will point you to other sites for information instead of just regurgitating it myself. If you can’t trust Tom Kyte, who can you trust?
Statistics

----------------------------------------------------------                                                                          

          7  recursive calls                                                                                                        

          0  db block gets                                                                                                          

         23  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

       2742  bytes sent via SQL*Net to client                                                                                       

        445  bytes received via SQL*Net from client                                                                                 

          9  SQL*Net roundtrips to/from client                                                                                      

          0  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

        106  rows processed   

Using an index hint on the DEPARTMENTS table.  Notice that the syntax looks like a comment.  The keyword INDEX is followed by the table alias (b) for the DEPARTMENTS table and then the index I am asking the optimizer to choose (dept_id_pk).  Do we need to use an index in this statement?   That isn’t the question. The intent of this exercize is to show how easy it is to generate different access paths for our upcoming scientific analysis.  Could you use this hint to “ask” the optimizer to consider using an index in a production tuning exercise?  You bet.  Remember a hint is just that – a hint.  The optimizer may politely say – NO THANKS – and not use your suggested access path.  That’s why they call it a HINT and not a FORCE.
SQL> r

1  select /*+ INDEX(b dept_id_pk) */ employee_id, a.department_id,    b.department_name from

  2  hr.departments b,  hr.employees a

  3* where a.department_id = b.department_id

106 rows selected.

Our first access path change! We are on our way to becoming database performance scientists!  My demo tables aren’t large enough to compare the before and after performance statistics.  In a environment where the tables are larger, we would set timing on and compare the execution times, access paths, cost, cardinality and performance statistics.    We could also use Grid Control to display performance information on these queries to compare.  More information on using Grid Control information to tune SQL Statements is on its way. 

The database is performing a FULL SCAN on the DEPT_ID_PK index and using the row identifiers (ROWID) to access the rows in the DEPARTMENTS table.  
We are accessing the EMPLOYEES table using a full table scan. 
The hash join operation is used to join the tables together.
Execution Plan

----------------------------------------------------------

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=5 Card=106 Bytes=201

          4)

   1    0   HASH JOIN (Cost=5 Card=106 Bytes=2014)

   2    1     TABLE ACCESS (BY INDEX ROWID) OF 'DEPARTMENTS' (Cost=2 C

          ard=27 Bytes=378)

   3    2       INDEX (FULL SCAN) OF 'DEPT_ID_PK' (UNIQUE) (Cost=1 Car

          d=27)

   4    1     TABLE ACCESS (FULL) OF 'EMPLOYEES' (Cost=2 Card=107 Byte

          s=535)

Statistics

----------------------------------------------------------

          7  recursive calls

          0  db block gets

         18  consistent gets

          0  physical reads

          0  redo size

       2769  bytes sent via SQL*Net to client

        576  bytes received via SQL*Net from client

          9  SQL*Net roundtrips to/from client

          0  sorts (memory)

          0  sorts (disk)

        106  rows processed                                                                                                      

07:12:01 orcl> 

07:12:01 orcl> 

Adding selection criteria (employee_id > 203) to our SQL statement.  The access path has changed.  
We are using an index range scan on the EMP_EMP_ID_PK unique index and using the row identifiers (ROWID) to probe the EMPLOYEES table. The range scan means we are scanning multiple index entries to find the data we need.

The statement is accessing the DEPARTMENTS table using a unique scan on the DEPT_ID_PK unique index to retrieve the ROWIDS.    If you access a unique index looking for a unique value, the access path display will show UNIQUE SCAN. The ROWIDs retrieved are then used to access the DEPARTMENT table.  
The nested loop join operation is used to join the tables together.  When a row from the EMPLOYEES table satisifies the local search criteria (employee_id > 203), we use that row’s department_id value to probe the DEPARTMENT table looking for a match (a.department_id = b.department_id).  Since we have a unique index on the department_id column, the optimizer chooses the unique index access path.  Rows that satisfy the match are passed on.
The EMPLOYEES table is the outer table, in our join because Oracle is using its values to probe the DEPARTMENTS table.  The DEPARTMENTS table is the inner table of our join. 

Notice that our new selection criteria has caused the cardinality and statistics numbers to be reduced.  We are limiting the amount of data we are accessing.
07:12:01 orcl> select employee_id, a.department_id, b.department_name from

07:12:01   2  hr.departments b,  hr.employees a

07:12:01   3  where a.department_id = b.department_id

07:12:01   4  and employee_id > 203;

Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=5 Card=3 Bytes=57)                                                                

   1    0   NESTED LOOPS (Cost=5 Card=3 Bytes=57)                                                                                   

   2    1     TABLE ACCESS (BY INDEX ROWID) OF 'EMPLOYEES' (Cost=2 Car                                                              

          d=3 Bytes=15)                                                                                                             

   3    2       INDEX (RANGE SCAN) OF 'EMP_EMP_ID_PK' (UNIQUE) (Cost=1                                                              

           Card=3)                                                                                                                  

   4    1     TABLE ACCESS (BY INDEX ROWID) OF 'DEPARTMENTS' (Cost=1 C                                                              

          ard=1 Bytes=14)                                                                                                           

   5    4       INDEX (UNIQUE SCAN) OF 'DEPT_ID_PK' (UNIQUE)                                                                        

Statistics

----------------------------------------------------------                                                                          

          0  recursive calls                                                                                                        

          0  db block gets                                                                                                          

          9  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

        591  bytes sent via SQL*Net to client                                                                                       

        368  bytes received via SQL*Net from client                                                                                 

          2  SQL*Net roundtrips to/from client                                                                                      

          0  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

          3  rows processed                                                                                                         

07:12:01 orcl> 

07:12:01 orcl> 

07:12:01 orcl> 

I changed the selection criteria of the statement by adding a substring clause (substr (employee_id,1,3) to manipulate the contents of the EMPLOYEE_ID column.  

The optimizer decides that it can’t use the EMP_EMP_ID_PK index because of the manipulation.  It returns to our first access path.  Two full table scans joined using the hash join method. 

07:12:01 orcl> SELECT employee_id, a.department_id, b.department_name

07:12:01   2      FROM hr.departments b, hr.employees a

07:12:01   3      WHERE a.department_id = b.department_id

07:12:01   4        AND substr (employee_id,1,3) > 203;

Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=5 Card=5 Bytes=95)                                                                

   1    0   HASH JOIN (Cost=5 Card=5 Bytes=95)                                                                                      

   2    1     TABLE ACCESS (FULL) OF 'DEPARTMENTS' (Cost=2 Card=27 Byt                                                              

          es=378)                                                                                                                   

   3    1     TABLE ACCESS (FULL) OF 'EMPLOYEES' (Cost=2 Card=5 Bytes=                                                              

          25)                                                                                                                       

Statistics

----------------------------------------------------------                                                                          

          7  recursive calls                                                                                                        

          0  db block gets                                                                                                          

         17  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

        591  bytes sent via SQL*Net to client                                                                                       

        368  bytes received via SQL*Net from client                                                                                 

          2  SQL*Net roundtrips to/from client                                                                                      

          0  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

          3  rows processed                                                                                                         

07:12:01 orcl> 

07:12:01 orcl> 

Removed the column manipulation.  Added a new hint that asks the optimizer to use a full table scan on the EMPLOYEES table.  Notice that I once again used the table’s alias to identify it in the hint.

The access path has changed.  We are using a full table scan on the EMPLOYEES table.  

The statement accesses the DEPARTMENTS table using a unique scan on the DEPT_ID_PK unique index to retrieve the ROWIDS.    If you access a unique index looking for a unique value, the access path display will show UNIQUE SCAN.The ROWIDs retrieved are then used to access the DEPARTMENT table. 
The nested loop join operation is used to join the tables together.   The EMPLOYEES table is the outer table in our join.  The DEPARTMENTS table is the inner table of our join. 

07:12:01 orcl> select /*+ FULL(a) */ employee_id, a.department_id, b.department_name from

07:12:01   2  hr.departments b,  hr.employees a

07:12:01   3  where a.department_id = b.department_id

07:12:01   4  and employee_id > 203;

Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=5 Card=3 Bytes=57)                                                                

   1    0   NESTED LOOPS (Cost=5 Card=3 Bytes=57)                                                                                   

   2    1     TABLE ACCESS (FULL) OF 'EMPLOYEES' (Cost=2 Card=3 Bytes=                                                              

          15)                                                                                                                       

   3    1     TABLE ACCESS (BY INDEX ROWID) OF 'DEPARTMENTS' (Cost=1 C                                                              

          ard=1 Bytes=14)                                                                                                           

   4    3       INDEX (UNIQUE SCAN) OF 'DEPT_ID_PK' (UNIQUE)                                                                        

Statistics

----------------------------------------------------------                                                                          

          7  recursive calls                                                                                                        

          0  db block gets                                                                                                          

         15  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

        591  bytes sent via SQL*Net to client                                                                                       

        368  bytes received via SQL*Net from client                                                                                 

          2  SQL*Net roundtrips to/from client                                                                                      

          0  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

          3  rows processed                                                                                                         

07:12:02 orcl> 

Asking the optimizer to use a full table scan on the DEPARTMENTS table.    
We are using an index range scan on the EMP_EMP_ID_PK unique index and using the row identifiers (ROWID) to probe the EMPLOYEES table. The range scan means we are scanning multiple index entries to find the data we need.

The statement accesses the DEPARTMENTS table using a full table scan. 
The hash join operation is used to join the tables together 
07:12:02 orcl> select /*+ FULL(b) */ employee_id, a.department_id, b.department_name from

07:12:02   2  hr.departments b,  hr.employees a

07:12:02   3  where a.department_id = b.department_id

07:12:02   4  and employee_id > 203;

Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=5 Card=3 Bytes=57)                                                                

   1    0   HASH JOIN (Cost=5 Card=3 Bytes=57)                                                                                      

   2    1     TABLE ACCESS (BY INDEX ROWID) OF 'EMPLOYEES' (Cost=2 Car                                                              

          d=3 Bytes=15)                                                                                                             

   3    2       INDEX (RANGE SCAN) OF 'EMP_EMP_ID_PK' (UNIQUE) (Cost=1                                                              

           Card=3)                                                                                                                  

   4    1     TABLE ACCESS (FULL) OF 'DEPARTMENTS' (Cost=2 Card=27 Byt                                                              

          es=378)                                                                                                                   

Statistics

----------------------------------------------------------                                                                          

          7  recursive calls                                                                                                        

          0  db block gets                                                                                                          

         12  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

        591  bytes sent via SQL*Net to client                                                                                       

        368  bytes received via SQL*Net from client                                                                                 

          2  SQL*Net roundtrips to/from client                                                                                      

          0  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

          3  rows processed                                                                                                         

07:12:02 orcl> 

Using an ordered hint to ask the optimizer to acesss the tables in the order they appear in the FROM clause.  Does the order of how the tables are being accessed affect statement performance?  YES.  Take a SQL statement run it, change the order, run it again and see what happens.   
We are using an full table scan on the DEPARTMENTS table.  

The statement accesses the EMPLOYEES table using a range scan on the EMP_EMP_ID_PK unique index to retrieve the ROWIDS. The ROWIDs retrieved are then used to access the EMPLOYEES table.  
The hash join operation is used to join the tables together.   
07:12:02 orcl> select /*+ ordered */ employee_id, a.department_id, b.department_name from

07:12:02   2  hr.departments b,  hr.employees a
07:12:02   3  where a.department_id = b.department_id

07:12:02   4  and employee_id > 203;

Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=5 Card=3 Bytes=57)                                                                

   1    0   HASH JOIN (Cost=5 Card=3 Bytes=57)                                                                                      

   2    1     TABLE ACCESS (FULL) OF 'DEPARTMENTS' (Cost=2 Card=27 Byt                                                              

          es=378)                                                                                                                   

   3    1     TABLE ACCESS (BY INDEX ROWID) OF 'EMPLOYEES' (Cost=2 Car                                                              

          d=3 Bytes=15)                                                                                                             

   4    3       INDEX (RANGE SCAN) OF 'EMP_EMP_ID_PK' (UNIQUE) (Cost=1                                                              

           Card=10)                                                                                                                 

Statistics

----------------------------------------------------------                                                                          

          7  recursive calls                                                                                                        

          0  db block gets                                                                                                          

         13  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

        591  bytes sent via SQL*Net to client                                                                                       

        368  bytes received via SQL*Net from client                                                                                 

          2  SQL*Net roundtrips to/from client                                                                                      

          0  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

          3  rows processed  
07:12:02 orcl> 

Using an ordered hint to ask the optimizer to acesss the tables in the order they appear in the FROM clause.  Note that I switched the order of the tables in the FROM clause.  The EMPLOYEES table is first and the DEPARTMENTS table is second.
The access path has changed back to the first one we used with our selection criteria (employee_id > 203) and no hints.  
07:12:02 orcl> select /*+ ordered */ employee_id, a.department_id, b.department_name from

07:12:02   2  hr.employees a, hr.departments b

07:12:02   3  where a.department_id = b.department_id

07:12:02   4  and employee_id > 203;

Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=5 Card=3 Bytes=57)                                                                

   1    0   NESTED LOOPS (Cost=5 Card=3 Bytes=57)                                                                                   

   2    1     TABLE ACCESS (BY INDEX ROWID) OF 'EMPLOYEES' (Cost=2 Car                                                              

          d=3 Bytes=15)                                                                                                             

   3    2       INDEX (RANGE SCAN) OF 'EMP_EMP_ID_PK' (UNIQUE) (Cost=1                                                              

           Card=3)                                                                                                                  

   4    1     TABLE ACCESS (BY INDEX ROWID) OF 'DEPARTMENTS' (Cost=1 C                                                              

          ard=1 Bytes=14)                                                                                                           

   5    4       INDEX (UNIQUE SCAN) OF 'DEPT_ID_PK' (UNIQUE)                                                                        

Statistics

----------------------------------------------------------                                                                          

          7  recursive calls                                                                                                        

          0  db block gets                                                                                                          

         11  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

        591  bytes sent via SQL*Net to client                                                                                       

        368  bytes received via SQL*Net from client                                                                                 

          2  SQL*Net roundtrips to/from client                                                                                      

          0  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

          3  rows processed                                                                                                         

07:12:02 orcl> 

Asking the optimizer to choose a merge scan operation to join the two tables together.   The merge scan is also referred to as a sort merge join.

We are using a full index scan on the DEPT_ID_PK index and using the row identifiers (ROWID) to probe the DEPARTMENTS table. The full scan means we are scanning all of the index entries to find the data we need.
We are using an index range scan on the EMP_EMP_ID_PK unique index and using the row identifiers (ROWID) to probe the EMPLOYEES table. The range scan means we are scanning multiple index entries to find the data we need.


The merge join operation is used to join the tables together.  A new sort operation has been added to satisfy the processing requirements of the merge join.  

In the sort operations, the data being retrieved from the tables is sorted on the values contained in the join columns.  The merge operations combines the two sorted row sources and retrieves rows that contain matching values for the columns used in the join predicate.

07:12:02 orcl> select/*+ use_merge(b a) */ employee_id, a.department_id, b.department_name from

07:12:02   2  hr.departments b,  hr.employees a

07:12:02   3  where a.department_id = b.department_id

07:12:02   4  and employee_id > 203;

Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=6 Card=3 Bytes=57)                                                                

   1    0   MERGE JOIN (Cost=6 Card=3 Bytes=57)                                                                                     

   2    1     TABLE ACCESS (BY INDEX ROWID) OF 'DEPARTMENTS' (Cost=2 C                                                              

          ard=27 Bytes=378)                                                                                                         

   3    2       INDEX (FULL SCAN) OF 'DEPT_ID_PK' (UNIQUE) (Cost=1 Car                                                              

          d=27)                                                                                                                     

   4    1     SORT (JOIN) (Cost=4 Card=3 Bytes=15)                                                                                  

   5    4       TABLE ACCESS (BY INDEX ROWID) OF 'EMPLOYEES' (Cost=2 C                                                              

          ard=3 Bytes=15)                                                                                                           

   6    5         INDEX (RANGE SCAN) OF 'EMP_EMP_ID_PK' (UNIQUE) (Cost                                                              

          =1 Card=10)                                                                                                               

Statistics

----------------------------------------------------------                                                                          

          7  recursive calls                                                                                                        

          0  db block gets                                                                                                          

          8  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

        591  bytes sent via SQL*Net to client                                                                                       

        368  bytes received via SQL*Net from client                                                                                 

          2  SQL*Net roundtrips to/from client                                                                                      

          1  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

          3  rows processed                                                                                                         

07:12:02 orcl> 

Asking the optimizer to use a hash join operation to join the two tables together. 

07:12:02 orcl> select/*+ use_hash(b a) */ employee_id, a.department_id, b.department_name from

07:12:02   2  hr.departments b,  hr.employees a

07:12:02   3  where a.department_id = b.department_id

07:12:02   4  and employee_id > 203;

Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=5 Card=3 Bytes=57)                                                                

   1    0   HASH JOIN (Cost=5 Card=3 Bytes=57)                                                                                      

   2    1     TABLE ACCESS (BY INDEX ROWID) OF 'EMPLOYEES' (Cost=2 Car                                                              

          d=3 Bytes=15)                                                                                                             

   3    2       INDEX (RANGE SCAN) OF 'EMP_EMP_ID_PK' (UNIQUE) (Cost=1                                                              

           Card=3)                                                                                                                  

   4    1     TABLE ACCESS (FULL) OF 'DEPARTMENTS' (Cost=2 Card=27 Byt                                                              

          es=378)                                                                                                                   

Statistics

----------------------------------------------------------                                                                          

          7  recursive calls                                                                                                        

          0  db block gets                                                                                                          

         12  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

        591  bytes sent via SQL*Net to client                                                                                       

        368  bytes received via SQL*Net from client                                                                                 

          2  SQL*Net roundtrips to/from client                                                                                      

          0  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

          3  rows processed                                                                                                         

07:12:02 orcl> 

Popped over to an Oracle9i DB to show you the rule hint.  DB is set up for this demo from a past internal class, so this is an easy way to show you this.  We are using the rule hint to switch optimization modes to the RULE based approach.  Note that the access path display does not contain any reference to Cost, Cardinality and Bytes.  Not a bad access path.
Index access to our tables and a nested loop join.
07:12:02 orcl9i> select /*+ rule */ employee_id, a.department_id, b.department_name from

07:12:02   2  hr.departments b,  hr.employees a

07:12:02   3  where a.department_id = b.department_id

07:12:02   4  and employee_id > 203;

Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=HINT: RULE                                                                                     

   1    0   NESTED LOOPS                                                                                                            
   2    1     TABLE ACCESS (BY INDEX ROWID) OF 'EMPLOYEES'                                                                          

   3    2       INDEX (RANGE SCAN) OF 'EMP_EMP_ID_PK' (UNIQUE)                                                                      

   4    1     TABLE ACCESS (BY INDEX ROWID) OF 'DEPARTMENTS'                                                                        

   5    4       INDEX (UNIQUE SCAN) OF 'DEPT_ID_PK' (UNIQUE)                                                                        

Statistics

----------------------------------------------------------                                                                          

          0  recursive calls                                                                                                        

          0  db block gets                                                                                                          

          9  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

        591  bytes sent via SQL*Net to client                                                                                       

        368  bytes received via SQL*Net from client                                                                                 

          2  SQL*Net roundtrips to/from client                                                                                      

          0  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

          3  rows processed                                                                                                         

07:12:03 orcl9i> 

Back to our original database.  Switching the optimizer mode the the all_rows based approach.  This will sometime switch the query’s access path to table scans and hash joins but in this case it didn’t.
Index access to our tables and a nested loop join.
07:12:03 orcl> select/*+ all_rows */ employee_id, a.department_id, b.department_name from

07:12:03   2  hr.departments b,  hr.employees a

07:12:03   3  where a.department_id = b.department_id

07:12:03   4  and employee_id > 203;

Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=HINT: ALL_ROWS (Cost=5 Card=3 Byt                                                              

          es=57)                                                                                                                    

   1    0   NESTED LOOPS (Cost=5 Card=3 Bytes=57)                                                                                   

   2    1     TABLE ACCESS (BY INDEX ROWID) OF 'EMPLOYEES' (Cost=2 Car                                                              

          d=3 Bytes=15)                                                                                                             

   3    2       INDEX (RANGE SCAN) OF 'EMP_EMP_ID_PK' (UNIQUE) (Cost=1                                                              

           Card=3)                                                                                                                  

   4    1     TABLE ACCESS (BY INDEX ROWID) OF 'DEPARTMENTS' (Cost=1 C                                                              

          ard=1 Bytes=14)                                                                                                           

   5    4       INDEX (UNIQUE SCAN) OF 'DEPT_ID_PK' (UNIQUE)                                                                        

Statistics

----------------------------------------------------------                                                                          

          7  recursive calls                                                                                                        

          0  db block gets                                                                                                          

         11  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

        591  bytes sent via SQL*Net to client                                                                                       

        368  bytes received via SQL*Net from client                                                                                 

          2  SQL*Net roundtrips to/from client                                                                                      

          0  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

          3  rows processed                                                                                                         

07:12:03 orcl> 

Switching the optimizer mode to the first_rows based approach.
Index access to our tables and a nested loop join.  Really no change as a result of switching between the different optimization modes.
07:12:03 orcl> select/*+ first_rows */ employee_id, a.department_id, b.department_name from

07:12:03   2  hr.departments b,  hr.employees a

07:12:03   3  where a.department_id = b.department_id

07:12:03   4  and employee_id > 203;

Execution Plan

----------------------------------------------------------                                                                          

   0      SELECT STATEMENT Optimizer=HINT: FIRST_ROWS (Cost=5 Card=3 B                                                              

          ytes=57)                                                                                                                  

   1    0   NESTED LOOPS (Cost=5 Card=3 Bytes=57)                                                                                   

   2    1     TABLE ACCESS (BY INDEX ROWID) OF 'EMPLOYEES' (Cost=2 Car                                                              

          d=3 Bytes=15)                                                                                                             

   3    2       INDEX (RANGE SCAN) OF 'EMP_EMP_ID_PK' (UNIQUE) (Cost=1                                                              

           Card=3)                                                                                                                  

   4    1     TABLE ACCESS (BY INDEX ROWID) OF 'DEPARTMENTS' (Cost=1 C                                                              

          ard=1 Bytes=14)                                                                                                           

   5    4       INDEX (UNIQUE SCAN) OF 'DEPT_ID_PK' (UNIQUE)                                                                        

Statistics

----------------------------------------------------------                                                                          

          7  recursive calls                                                                                                        

          0  db block gets                                                                                                          

         11  consistent gets                                                                                                        

          0  physical reads                                                                                                         

          0  redo size                                                                                                              

        591  bytes sent via SQL*Net to client                                                                                       

        368  bytes received via SQL*Net from client                                                                                 

          2  SQL*Net roundtrips to/from client                                                                                      

          0  sorts (memory)                                                                                                         

          0  sorts (disk)                                                                                                           

          3  rows processed              
Started a new session in SQL*PLUS.                                                                                          

Showing the parameters that have the characters ‘opt’ in their name.
07:13:18 orcl> show parameter opt
NAME                                 TYPE        VALUE

------------------------------------ ----------- ------------------------------

filesystemio_options                 string

object_cache_optimal_size            integer     102400

optimizer_dynamic_sampling           integer     1

optimizer_index_caching              integer     0

optimizer_index_cost_adj             integer     100

optimizer_max_permutations           integer     2000

optimizer_mode                       string      CHOOSE

Altering the optimizer_index_cost_adj to 2000 for my session. Changing the parameter to a high value to make the indexes look more costly to the optimizer.  
07:13:24 orcl> alter session set optimizer_index_cost_adj=2000;
Session altered.

07:14:20 orcl> 

07:14:21 orcl> 

Determining if the parameter has been changed.

07:14:28 orcl> show parameter optimizer

NAME                                 TYPE        VALUE

------------------------------------ ----------- ------------------------------

optimizer_dynamic_sampling           integer     1

optimizer_index_caching              integer     0

optimizer_index_cost_adj             integer     2000

optimizer_max_permutations           integer     2000

optimizer_mode                       string      CHOOSE

Running the statement to see what happens.  The optimizer doesn’t choose the indexes because they look too costly.  Please note that if you set this value low, it has the opposite affect.  Indexes will look less costly and the optimizer may choose them.   Might not be the better access path though.
07:14:56 orcl> r

  1  select employee_id, a.department_id, b.department_name from

  2  hr.departments b,  hr.employees a

  3  where a.department_id = b.department_id

  4* and employee_id > 203

Execution Plan

----------------------------------------------------------

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=5 Card=3 Bytes=57)

   1    0   HASH JOIN (Cost=5 Card=3 Bytes=57)

   2    1     TABLE ACCESS (FULL) OF 'EMPLOYEES' (Cost=2 Card=3 Bytes=

          15)

   3    1     TABLE ACCESS (FULL) OF 'DEPARTMENTS' (Cost=2 Card=27 Byt

          es=378)

Statistics

----------------------------------------------------------

          0  recursive calls

          0  db block gets

         15  consistent gets

          0  physical reads

          0  redo size

        591  bytes sent via SQL*Net to client

        368  bytes received via SQL*Net from client

          2  SQL*Net roundtrips to/from client

          0  sorts (memory)

          0  sorts (disk)

          3  rows processed

Changing the parameter back to its original value.

07:17:49 orcl> alter session set optimizer_index_cost_adj=100;
Session altered.

07:18:00 orcl> 

07:18:00 orcl> 

07:18:01 orcl> show parameter opt

NAME                                 TYPE        VALUE

------------------------------------ ----------- ----------------------

filesystemio_options                 string

object_cache_optimal_size            integer     102400

optimizer_dynamic_sampling           integer     1

optimizer_index_caching              integer     0

optimizer_index_cost_adj             integer     100

optimizer_max_permutations           integer     2000

optimizer_mode                       string      CHOOSE

07:18:08 orcl> 

Statement returns to its original access path.   Nested loop join and index access.

07:19:23 orcl> select employee_id, a.department_id, b.department_name from

07:19:23   2  hr.departments b,  hr.employees a

07:19:23   3  where a.department_id = b.department_id 

07:19:23   4  and employee_id > 203;

Execution Plan

----------------------------------------------------------

   0      SELECT STATEMENT Optimizer=CHOOSE (Cost=5 Card=3 Bytes=57)

   1    0   NESTED LOOPS (Cost=5 Card=3 Bytes=57)

   2    1     TABLE ACCESS (BY INDEX ROWID) OF 'EMPLOYEES' (Cost=2 Car

          d=3 Bytes=15)

   3    2       INDEX (RANGE SCAN) OF 'EMP_EMP_ID_PK' (UNIQUE) (Cost=1

           Card=3)

   4    1     TABLE ACCESS (BY INDEX ROWID) OF 'DEPARTMENTS' (Cost=1 C

          ard=1 Bytes=14)

   5    4       INDEX (UNIQUE SCAN) OF 'DEPT_ID_PK' (UNIQUE)

Statistics

----------------------------------------------------------

          0  recursive calls

          0  db block gets

          9  consistent gets

          0  physical reads

          0  redo size

        591  bytes sent via SQL*Net to client

        368  bytes received via SQL*Net from client

          2  SQL*Net roundtrips to/from client

          0  sorts (memory)

          0  sorts (disk)

          3  rows processed

07:19:24 orcl> 

